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Abstract— In recent years, several successful schemes have 

been proposed to solve the song identification problem. These 

techniques aim to construct a signal’s audio-fingerprint by 

either employing conventional signal processing techniques or 

by computing its sparse representation in the time-frequency 

domain. This paper proposes a new audio-fingerprinting 

scheme which is able to construct a unique and concise 

representation of an audio signal by applying a dictionary, 

which is learnt here via the well-known K-SVD algorithm 

applied on a song database. The promising results which 

emerged while conducting the experiments suggested that, not 

only the proposed approach preformed rather well in its attempt 

to identify the signal content of several audio clips –even in cases 

this content had  been distorted by noise - but also surpassed the 

recognition rate of a Shazam-based paradigm.  

Keywords—song identification, audio-fingerprinting, sparse 

coding, dictionary learning, K-SVD, OMP 

I. INTRODUCTION 

Identifying the signal content of an audio signal has 
always been a challenging problem. Over the last three 
decades, several solutions have been proposed with the most 
promising one being the so-called audio-fingerprinting 
scheme and its various alternates. In the early 2000’s, Wang 
et al. proposed a novel audio-fingerprinting paradigm – which 
has become one of the most widely used song identification 
applications known as Shazam, that aims to identify the signal 
content of an audio clip by manipulating its content in the 
frequency domain [1], [2]. Notably, these works suggest that, 
a promising approach should construct the audio-fingerprint 
by extracting the most robust and descriptive points within the 
signal’s spectrogram, which are often referred to as the 
keypoints or peaks.   

As compressive sensing (CS) and the associated sparse 
coding [3]-[13] and dictionary learning (DL) methods [14]-
[18] became widely popular, many sought to propose novel 
fingerprinting techniques or to solve similar problems via the 
signals’ sparse representations. In particular, [25] aspires to 
identify environmental sounds, while [29] and [30] aim to 
recognize similar audio-visual events in videos via the signal’s 
sparse representation in the time-frequency domain. 
Furthermore, [31] proposes an innovative audio-
fingerprinting scheme which aims to determine the signal 
content of a 5-seconds long audio segment against a database 
which comprises several thousands of 5-seconds long audio 
clips via their time-frequency sparse representations. Note 
that, the signals’ sparse representations were computed by 
combining the Matching Pursuit (MP) algorithm [12], [14], 
[15] along with multi-scale, shift-invariant Gabor or modified 
discrete cosine transform (MDCT) dictionaries. These 
dictionaries are often used to solve audio-related problems  
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thanks to their ability to capture the acoustic/perceptual 
attributes of an audio signal.[24]-[28].  

On the other hand, in the context of image-based 
information retrieval, [32] suggests an image-fingerprinting 
scheme which attempts to identify an image segment against 
a database of complete images. This paradigm differs from the 
ones, which were previously mentioned, in that the images’ 
sparse representation is computed by combing the Orthogonal 
Matching Pursuit (OMP) algorithm [12], [15]-[19] over a 
dictionary that was learnt by applying the K-SVD algorithm 
[23] onto the images which compose the database.  

Nonetheless, [41] –[44] aspire to match cover songs to 
their original recordings by employing convolutional neural 
networks, while [40] aims to identify a cover’s original song 
by combining several similarity techniques. Furthermore, 
[45]-[47] suggest three novel audio-to-score alignment scores 
which apply dynamic time warping (DTW) whereas the 
paradigm advocated in [48] relies on recurrent neural 
networks (RNNS).  

In this paper, we propose a new audio-fingerprinting 
scheme which combines sparse coding and DL techniques. 
The advocated approach consists of two subsequent, yet 
equally important steps: In the first step, DL is employed to 
construct a global dictionary by employing the K-SVD 
algorithm onto the songs which maintain the database. On the 
other hand, the second step aims to construct the signals’ 
fingerprints via their sparse representations which are 
computed via the OMP algorithm and the dictionary which 
was, previously, learnt. The rather promising results, which 
emerged while conducting the experiments suggest that the 
proposed method is  superior in performance and robust to 
noise than most Shazam-based approaches.  

The remaining of this paper is organized as follows: 
Section 2 presents the proposed audio-fingerprinting scheme. 
Section 3 elaborates on the results which emerged while 
conducting the experiments and compares them to a Shazam-
based audio-fingerprinting technique. Finally, Section 4 draws 
the final conclusions. 

II. THE PROPOSED AUDIO-FINGERPRINTING 

SCHEME  

This section elaborates on the fundamental steps of the 
proposed audio-fingerprinting scheme which are employed to 
construct an audio signal’s unique and concise representation. 
Figure 1 illustrates an overview of the suggested paradigm, 
which comprises two important and equally important steps: 
Shortly speaking, the first step aims to learn a global 
dictionary by concatenating  and feeding the content of the 
concatenated songs, which compose the database to the K-
SVD algorithm. On the other hand, the second phase of the 
recommended scheme aspires to compute an audio signal’s 
sparse representation by combining its original content, the  
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dictionary which was previously created and the OMP 
algorithm. The audio signal either corresponds to a track 
within the database or a several seconds long audio clip. The 
signal’s fingerprint is constructed by extracting the most 
robust and descriptive atoms from its respective sparse 
representation. Finally, the advocated approach aims to 
identify the audio clip by matching its fingerprint to a 
fingerprint of a song, within the database. In the following 
paragraphs, each partial step of the suggested scheme is 
described with more details.  

A. Dictionary Learning 

Computing a dictionary which can correctly capture the 
attributes of several signals is a key-problem in most sparse 
coding and DL applications. The advocated audio-
fingerprinting technique - unlike the ones which were 
mentioned in [25], [29]-[31] - relies on correctly learning an 

over-complete, global dictionary 𝑫 = [𝒅1, 𝒅2, . . 𝒅𝑘] ∈ 𝑅2𝑘×𝐾 
via the songs within the database and which can capture the 
acoustic and perceptual attributes of the audio signals. 

The signal 𝑋𝑖  corresponding to song 𝑖  – within the 
database – is initially down-sampled at 8𝑘𝐻𝑧 and  segmented 

into audio frames - which comprise 2𝑘 samples where 𝑘 > 6,  
with 50% overlap. This procedure results in creating the 

audio signal matrix 𝒀𝑖 ∈ ℝ2𝑘×𝑁𝑖 , where 𝑁𝑖  denotes the 
number of audio frames of song 𝑖. The audio signal matrices 

𝒁𝑖 ∈ ℝ2𝑘×𝑁𝑖  are then concatenated, thus creating the overall 

audio signal matrix 𝒀 = [𝒀1, 𝒀2, … , 𝒀𝑀] ∈ ℝ2𝑘×𝑀 , where 
𝑀 = ∑ 𝑁𝑖𝑖  is the total number of frames in the database. 

 

 

 

Thereupon, the audio signal matrix 𝒁 , as shown in Figure 
1,  is fed into the K-SVD algorithm. The K-SVD algorithm 
[23], similar to most DL schemes, comprises two subsequent 
and iterative steps: The first, which is referred to as the Sparse 
Representation step, aims to compute the current sparse 
representation matrix for 𝒀, 𝒁 ∈ 𝑅𝐾×𝑁 , while keeping the 
dictionary fixed. On the other hand, the second step, which is 
known as the dictionary update step, aims to update the 
dictionary 𝑫 while keeping 𝒀 fixed. Once the dictionary has 
been learnt, the sparse representation of 𝒀, 𝒁  will be 
discarded.  

Fig. 1 hints that the dictionary 𝑫 is learnt offline and as a 
result, the computational cost of the K-SVD algorithm won’t 
be taken into account in calculating the overall computational 
complexity of the proposed scheme. 

B. Constructing the Audio-Fingerprint 

This step of the proposed audio-fingerprinting scheme 
aspires to construct the signal’s unique and concise 
representation by combining the OMP algorithm and the 

global dictionary 𝑫 ∈ 𝑅2𝑘×𝐾 , which was previously learnt.  
The fingerprints of the audio tracks, which cultivate the 
database, and the clip are similarly created. Nonetheless, 
Figure 1 suggest that these fingerprints are constructed in two 
different modules – one which corresponds to the songs within 
the database, while the other coincides with the excerpt, 
respectively.  

A discrete and finite-length audio signal 𝒙 – in a similar 
fashion as in the DL process – is down-sampled at 8𝑘𝐻𝑧 and 

segmented into several audio frames, which consist of 2𝑘 
samples with 50% overlap, therefore creating the audio signal 

matrix 𝒚 ∈ 𝑅2𝑘×𝑁 , where N denotes the number of audio 

z  

Figure 1: An Overview of the Proposed Audio-Fingerprinting Scheme 

 

 



frames for signal 𝒙. Subsequently, the sparse representation 
matrix of 𝒚, denoted as 𝒛 ∈ 𝑅𝐾×𝑁 is computed by employing 
the OMP algorithm [12], [15]-[19] along with the dictionary 
𝑫, which was, previously, learnt.  

Afterwards, the most active atoms employed in the sparse 
representation matrix 𝒛 are extracted to construct the audio-
fingerprint. These atoms are analogous to the peaks or 
keypoints which are extracted from 𝒚′𝑠   respective 
spectrogram [1], [2] thanks to their descriptiveness and 
robustness. In particular, the selected atoms best represent the 
signal’s dominant original content in the dictionary’s domain 
and are robust to distortion (e.g. noise) which may appear in 
𝒛. The atom’s weight value (sparse representation coefficient), 
its frame and atom indices are, then, stored onto an 𝑅 × 3 
matrix, where 𝑅  denotes the number of the extracted most 
active atoms, as a representation of the audio extract 𝑥.  

Thereupon, the landmark pairs, i.e. four-point peak – or in 
this case, most active atom - pairs, are created. The landmark 
pairs are extracted in a similar manner to the approaches 
described in [1], [2] and [30]. 

C. Matching the Audio Clip Against the Database  

The final step of the proposed scheme aspires to match 

the audio clip to a song within the database by comparing 

their respective fingerprints. The landmark pairs of the audio 

signal, which were previously hashed and stored onto a hash 

map. The hash functions which are applied to compute the 

hash key and value of a landmark pair are similar to the ones 

described in [1], [2], [30], [36],[37] 

Afterwards, the proposed scheme aims to match the audio 

clip against the songs which uphold the database by 

computing the Jaccard similarity coefficient [38] or, simply, 

Jaccard coefficient between their respective hash keys. The 

Jaccard coefficient measures the similarity between two finite 

sample sets and is defined as the number of samples which 

compose their intersection, divided by the number of 

samples, which uphold their union. Mathematically, the 

Jaccard coefficient is defined by  

                              𝐽(𝐴, 𝐵) =
|𝐴 ∩ 𝐵|

|𝐴 ∪ 𝐵|
 ,                                     (1) 

where 𝐴, 𝐵 denote the two finite sample sets. The proposed 
technique sorts the emerged Jaccard coefficients in 
descending order and, finally, returns the metadata of the 
audio track with the highest coefficient value. 

D. Computational complexity 

The computational complexity of calculating the sparse 
representation of matrix 𝒛  via the OMP algorithm is 
proportional to 

 𝐶𝑂𝑀𝑃 = 𝑂(𝑁 ∙ 2𝑘 ∙ 𝑞 ∙ 𝑇0), () 

where 𝑁, 2𝑘 , 𝑞 and 𝑇0 denote the number of audio frames of 
signal 𝑥, the length of each audio frame, the length of each 
sparse audio frame 𝒚𝒊 and the number of iterations required to 
compute 𝒛′ s sparse representation, respectively. Let 𝑝𝑟 =
(𝑓𝑟 , 𝑡𝑟) be an active atom which is not only a peak, but also 
serves as an anchor point. The advocated approach will search 
for its m closest atoms within the target zone which results in 
forming a cluster - whose centroid is  𝑝𝑟 − which comprises 

𝑚 + 1 points. Furthermore, let 𝑁𝑎𝑛𝑐ℎ𝑜𝑟  be the total number of 
anchor points which are present in each second of the audio 
clip. The computational cost of storing the landmark pairs is 
proportional to  

 𝐶𝑆𝑇𝑂𝑅𝐴𝐺𝐸 = 𝑂(𝑁𝑎𝑛𝑐ℎ𝑜𝑟 ∙ 𝑚), () 

which is related to the computational complexity of selecting 

the 𝑁𝑎𝑛𝑐ℎ𝑜𝑟  anchor points-which is proportional to 

 𝐶𝑆𝐸𝐿𝐸𝐶𝑇𝐼𝑂𝑁 = 𝑂(𝑁𝑎𝑛𝑐ℎ𝑜𝑟), () 

As also mentioned in the previous, the global dictionary 𝑫, 

as illustrated in Fig. 1, is learnt offline and therefore, the 

computational complexity of the K-SVD algorithm is 

discarded. Resultantly, the complexity of the proposed 

scheme is proportional to 

 𝐶𝑃𝑅𝑂𝑃𝑂𝑆𝐸𝐷 = 𝑂(𝑁 ∙ 2𝑘 ∙ 𝑞 ∙ 𝑇0), () 

which is more computationally expensive than most Shazam-

based approaches [33]. The computational complexity of the 

advocated paradigm could be reduced by replacing the batch 

OMP algorithm with its parallelized version [34], [35]. Other 

approaches to reduce the complexity associated with the 

sparse coding step are the subject of ongoing work.  For 

instance, substantial reduction in complexity may be 

achieved by properly exploiting the fact that neighboring 

audio frames have similar support sets. 

III. EXPERIMENTAL SETUP AND RESULTS 

This section elaborates on the experimental setup and the 
results which emerged while evaluating the recommended 
audio-fingerprinting paradigm. Note that, the experiments 
were conducted in a preliminary stage and we plan to conduct 
experiments using larger databases in the near future.  

 

A. Audio databases 

While conducting the experiments two databases, whose 
size differ and which comprise different audio tracks were 
employed. The first database consists of 12 audio tracks 
performed by similar artists, while the second is upheld by 70 
songs produced by a wider range of performers.  

B. Dictionary learning 

While evaluating the proposed audio-fingerprinting scheme, 

four dictionaries -whose dimensions vary- were learnt via the 

spectral and temporal content of the songs which maintain the 

database. The latter were learnt by concatenating the songs’ 

respective spectrogram. Note that, the dictionaries, which 

were learnt via the songs’ content in the time domain had 

dimensions 128 × 256 and 256 × 512 while the other two 

were of dimensions 129 × 258  and 129 × 516  

respectively. Note that, to further assess the dictionaries’ 

ability to capture the signals’ acoustic and perceptual 

attributes, half of the songs were, randomly, selected from 

each database to partake in the DL process. 

C. Keypoints selection 

While conducting the experiments, two distinct pruning 

techniques were applied to extract the most active atoms from 



a signal’s sparse representation. The former aspires to elicit 

the dominant atom, i.e. the atom with the highest weight 

value, from each audio frame, whereas the latter excerpts the 

𝑞  most active atoms from the signal’s overall sparse 

representation. The value of 𝑞  ranged from 150 to 10,000 

depending, primarily, on the duration of the audio clip. Each 

audio which was extracted via the former pruning technique 

corresponds to an audio frame. On the other hand, the atoms 

which were elicited by employing the latter approach can 

either be accumulated to a single audio frame or scattered 

within the signal’s sparse representation.  

  

D. Numerical results 

The recommended audio-fingerprinting scheme was, 

initially, evaluated against its ability to, correctly, identify the 

signal content of several hundreds of 30, 20, 10 and 5 seconds 

long audio clips, which were, randomly, extracted from each 

database, respectively. The signals’ sparse representations 

were computed by combining the OMP algorithm along with 

one of the four dictionaries, which were previously 

mentioned. Furthermore, the “keypoints” were elicited by 

applying either one of the two pruning techniques, which 

were described in the previous section. Figs. 2-5 illustrate the 

overall recognition rate of the proposed approach while 

employing these eight dictionary/pruning technique 

combinations to construct the signals’ respective fingerprints. 

Figs.2-5 point out that the overall recognition rate of the 

proposed scheme was equal to 100% when employing either 

one of the two dictionaries which were learnt via the songs’ 

spectral content and the dictionary with dimensions 128 ×
256. On the other hand, the overall recognition rate of the 

advocated paradigm was slightly lower when applying the 

dictionary with dimensions 256 × 512 suggesting that some 

perceptual information regarding the audio signals may be 

lost due to the rather large length of the audio frames. The 

rather satisfying results -which emerged while conducting the 

experiments on two non-extensive database whose size differ 

significantly, suggest that the proposed scheme might have a 

similar performance rate when employing a larger database.  

The proposed audio-fingerprinting scheme was, 

additionally, evaluated against its robustness to noise. To this 

end, three distinct 𝐴𝑊𝐺𝑁𝑠 corresponding to 𝑆𝑁𝑅 =
20, 15, 10𝑑𝐵 were added onto the signal content of the audio 

clips. The results point out that, the proposed audio-

fingerprinting scheme had the best performance when 

combining either one of the two dictionaries, which were 

learnt via the songs’ spectral content along with extracting the 

dominant atom from each audio frame of a signal’s sparse 

representation. Moreover, the proposed audio-fingerprinting 

scheme preformed quite well when employing the dictionary 

128 × 256 along with extracting the dominant atom from 

each sparse audio frame. In this case, the emerged results 

suggest that even though the audio clip’s content has been 

denoised via the OMP a few pieces of information could 

possibly have become lost due to its distortion from the 

𝐴𝑊𝐺𝑁.  On the other hand, the advocated scheme had a 

slightly poorer overall recognition rate -similar to the one 

which was previously described, when employing the 

dictionary 256 × 512  regardless of the pruning technique 

used to extract the signals’ most active atoms.  

Furthermore, the emerged results of the advocated 

approach were, additionally, compared to the respective 

results of a Shazam-based approach [36], [37]. Figs. 2-5 hint 

that the advocated approach surpassed the Shazam-based 

audio-fingerprinting scheme when employing either one of 

the two dictionaries which were learnt via the songs’ spectral 

content and the dictionary 128 × 256 which was learnt via 

the songs’ content in the spectral content. These results 

suggest that the most active atoms which have been extracted 

from the signal’s sparse representation are more descriptive  

 

Figure 2: The overall recognition rate of the proposed scheme after identifying the signal content of several hundreds of 30-, 20-, 10- and 5-seconds long 
audio clips which were extracted from the database which comprises 12 songs and whose content was, additionally, distorted by 3 AWGNs. The signal’s 

fingerprints were constructed by employing the dictionaries: i. 129 × 258 ii. 129 × 516, 𝑖𝑖𝑖. 128 × 256, iv.  256 × 512 and extracting the dominant 

atom from each audio frame and v. the Shazam-based approach, which is mentioned in [36], [37] 

 



 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

Figure 3: The overall recognition rate of the proposed scheme after identifying the signal content of several hundreds of 30-, 20-, 10- and 5-seconds long 

audio clips which were extracted from the database which comprises 12 songs and whose content was, additionally, distorted by 3 AWGNs. The signal’s 

fingerprints were constructed by employing the dictionaries: i. 129 × 258 ii. 129 × 516, 𝑖𝑖𝑖. 128 × 256, iv.  256 × 512 and extracting the q most active 

atoms from the signals’ overall sparse representation and v. the Shazam-based approach, which is mentioned in [36], [37]. The value of q ranges from 

150  to 10,000 depending on the signal’s duration. 

 

 

Figure 4: The overall recognition rate of the proposed scheme after identifying the signal content of several hundreds of 30-, 20-, 10- and 5-seconds long 

audio clips which were extracted from the database which comprises 70 songs and whose content was, additionally, distorted by 3 AWGNs. The signal’s 

fingerprints were constructed by employing the dictionaries: i. 129 × 258 ii. 129 × 516, 𝑖𝑖𝑖. 128 × 256, iv.  256 × 512 and extracting the dominant 

atom from each audio frame and v. the Shazam-based approach, which is mentioned in [36], [37] 

 



 

 

and robust than the peaks which are extracted from its 

respective spectrogram.  

Lastly, the rather promising results of the proposed audio-

fingerprinting scheme point out the dictionaries’ ability to 

capture the acoustic and perceptual attributes of most audio 

signals. The dictionaries, as we mentioned earlier, were learnt 

by using only half of the songs extracted from each database, 

respectively, whereas the audio clips were, randomly, 

extracted from the tracks within the database, regardless of 

whether they participated in learning the dictionaries. This 

means that, the employed dictionaries could be considered 

equivalent to the multi-scale, shift-invariant dictionaries 

which are, often, used to solve audio-related problems. 

IV. CONCLUSIONS 

In the last three decades, several solutions have been 

developed to solve the song identification problem with the 

most promising being the audio-fingerprinting scheme. The 

state-of-the-art approaches aim to match rather short audio 

clips to a song within the database by constructing their 

respective fingerprints. The unique and concise 

representations of the audio signals are either created via 

conventional signal processing techniques [1], [2], [36], [37] 

or by combining sparse coding along with DL approaches 

[25], [29]-[31] employing structured dictionaries. This paper 

sought out to proposed an alternate to the conventional audio-

fingerprinting scheme which, initially, constructs the sparse 

representation of a signal via the OMP algorithm and a global 

dictionary which has been learnt via the songs which 

compose the database. The rather promising results suggested 

that not only did the proposed scheme had very good 

performance - i.e. an overall recognition rate which ranged 

from 90 to 100%- in most cases, but was also able to surpass  

 

 

the respective results of a Shazam-based paradigm. The 

results, additionally, pointed out that a data-driven dictionary 

could be considered equivalent to dictionaries which are 

learnt via predefined functions.  A drawback of the advocated 

scheme with respect to existing schemes is its higher 

computational complexity which, however, can be 

significantly reduced as pointed out is Section 2.D. 
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